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Update:

This version of Browniefixes abug in the parametric bootstrap simulation.
Results using previous versions of Brownie2.0bX (but not the Matlab version) are
incorrect. Thisversion also has previews of some additional features, such as
using measurement uncertainty, using various non-censored models, using
characters mapped on atreeto test for correlation between discrete and
continuous character evolution, evaluations of other models of characer
evolution such asthe ACDC model of Blomberg et al., and more. These
additional features, flagged with OALPHAQin the help description, still need
further testing and prettifying (should be done by the end of June 2007, at the
very latest) and so should generally not yet be used for publication. Contact
me if you have any suggestions about these features (several of them require
input treesin SSIMMAP format). One other bug, not yet fixed, isthat Browniewill
not behave properly if you open a second dataset with the same taxon names as
thefirst without first quitting Brownie Just quit before opening a new dataset.

Introduction

Brownieis a program for calculating and comparing rates of continuous
character evolution in different parts of atree. These parts may be cladesor a
mixture of clades and paraphyletic groups. In atypical use, aresearcher might
have a discrete character that changes somewhere on the tree (such asorigin of a
new trait or invasion of a new habitat) and a hypothesis that thiswill change the
rate of evolution of some other continuous character (leg length, genome size,
etc.). Thetree (or trees) isloaded into Brownig asisthe continuous character, in a
N exus format file (the same format asis used by PAUP*, MrBayes, MacClade
Mesquite etc.). The groupsto be tested (i.e., the clade with the new trait and the
paraphyletic group without it) are identified as taxsets, and the program
computes various statistics to let the user know whether fitting all the groups
with the samerate is substantially worse than allowing each group to have its
own rate.

OSibstantially worseQis a deliberately ambiguous term. Browniecan be
used in both a hypothesis-testing approach and in a model-selection approach. In
the former case, the user would use the p-values output by Brownieto reject/ not
reject the hypothesis that the rate of evolution isthe samein all the groups.
Brownieoutputs two p-values. The chi-square p-value uses a likelihood ratio test
to compare the likelihood of the model with multiple rate parameterswith the
model with all rates constrained to be the same, using a chi-square distribution to
evaluate significance. Use of the chi-square isasymptotically correct, but may be
non-conservative (improperly suggest significance) in the case of few taxa. For
thisreason, Browniealso assesses significance using parametric bootstrapping
(simulation under the null hypothesis). Thisisthe second p-value. Computing
this p-valueistime-consuming. By default, Browniedoes not do parametric



bootstrapping, but this option is available and should be used for the hypothesis-
testing approach if at least one of the taxsets examined hasfew taxa.

Under the model-selection approach, the goal isto find a model that
adequately describes the data, not to reject a hypothesis. Thisis accomplished
through the use of the Akaike Information Criterion (AIC), which isjust the
likelihood with an additional penalty term for the number of free parameters.
The AlCcisamodification of AIC to be appropriate with small sample sizes
(when the number of data pointsis lessthan forty times the number of free
parameters (Burnham & Anderson, 2002). Smaller AIC/ AlCc valuesindicate a
better-fitting model. Thereis no p-valuein this approach; rather, the differencein
AIC/ AlCcvalue indicates how much better one model isthan the other.
According to Burnham and Anderson (2002) a difference of less than two
indicates that the worse model still hassubstantial support, a difference of four
to seven indicates Oonsiderably lessOsupport for the worse model, and a
difference of over ten indicates essentially no support for the worse model.

Brownieoutputs all four values by default. The only one the user can turn
off isthe parametric bootstrap p-value: calculation of this value can take quite
some time, so the user can set the number of replicates to zero to avoid this cost.
However, if the user isusing a hypothesis-testing approach, this just leaves her
or him with the potentially non-conservative (i.e., bad) chi-square p-value,
instead. For all the values, Browniealso gives an indication of strength of support:
ameans weak support (or at least, non-rejection) of the single-rate model, b
means weak support for the multiple-rate model, and B indicates strong support
for the multiple-rate model. Other output isthe likelihood of each model, the rate
parameters (! 2 under each model, and the likeliest ancestral state value for each

group.

Input trees

Like most comparative methods, Brownierequires atree with branch
lengths. In general, these branch lengths should be proportional to time.
Programs like r8s(Sanderson, 1997,2002)or multidivtime (Thorne et al 1998) or
even PAUP* (Swofford 2003)or Phylip (Felsenstein 1993)if the clock model is
used, can generate trees with such branch lengths. In some cases, other scalings,
such asbranch lengths in units of number of generations or number of molecular
substitutions, may be appropriate. It is generally not appropriate to invent
branch lengths, such asassigning all branchesto have length 1 or using Grafen
branch lengths.

Branch length estimates are notoriously imprecise. Moreover, we may not
even be that confident about the topology. In order to account for uncertainty in
the tree, Brownieallows usersto input a set of trees with weights, and can use the
weightsin summarizing results at the end of an analysis. For example, theinput
could be a set of bootstrap trees with their weights or a set of trees from a
MrBayesrun with each tree@ posterior probability (though note the requirement
for trees with branch lengths N save bootstrap trees and Bayes trees with branch
lengths during the search). Weights need not add to one. Browniewill output
results for each tree, asummary table at the end, and aweighted average for all
program outputs (so that atree with twice the weight of another hastwice the
effect on calculation of average AIC value, for example). It can also save results



to atab-delimited file, suitable for analyzing in programs such as Microsoft Excd,
with one line for each tree-character combination.

Warnings

There are afew thingsto be cautious about when using Brownie First, it
assumes that each group (assigned using taxsets) is a paraphyletic or
monophyletic group, not apolyphyletic group. Thatis, every group on every tree
should be a subtree that can be pruned out of the tree without removing any
edges that are within any other group. Thisisalwaysthiscasein the situation of
two groupsif at least one of them is a clade. Care should be taken when doing
analyses across a large set of trees, some of which might violate this property.
Browniedoes not yet have away to test this. An appropriate method might beto
exclude those treeswhere at least one of the groups of interest is polyphyletic
(perhaps by loading the set of bootstrap or Bayestreesinto PAUP and using one
ore more badkbone constraint trees asafilter) and then load the remaining trees
into Brownieto use for analysis. Make sureto note in your publication that this
wasdone, and include the relative weight of the excluded trees (examples: 020
percent of the bootstrap trees had a polyphyletic Vertebrata; all rate estimates
and tests were performed on the remaining treesO;O$xty-seven trees, with a
combined posterior probability of 0.11,were excluded from analysisin Brownie
since they had polyphyletic Vertebrata, rendering arate test between vertebrates
and invertebrates invalidQ. Even moderate support for polyphyly of agroup
should affect the strength of your conclusions: if 20%of the trees are thrown out
because they have polyphyletic vertebrates, making sweeping statements about
vertebrates having afaser rate of evolution for a particular character is probably
unwarranted: in 20%of the trees, the group OrertebratesOshares some branches
with some other group, in which case the rate estimates are not independent,
even under amultiple rate model.

Browniecan deal with input treeswith polytomies, but note that
polytomies are treated ashard. Browniealso does not yet deal appropriately with
missing data: it will treat all missing data ashaving state zero. To deal with
characters with missing data, just set up the taxsetsin the comparison to not
include any taxa with missing data for that character (those taxa may still occur
on the input trees). Browniealso assumes that Brownian motion (with one to
several rate parameters) adequately fits the data within each subtree. Data may
have to be transformed to meet this assumption (for example, by taking the log).
One can test this assumption by testing each of the subtreesin a program like
Continuous (Pagel, 1994 1998 1999 or OUCH (Butler & King, 2004)to see
whether the Brownian model isrejected. Future versions of Browniewill have the
ability to perform such checks, aswell asincorporate measurement error.

Citing

You should cite the OB eara et al. paper (below), currently in press at
Evdution. You should also check the Browniewebsite
(http:/ / www .brianomeara.info/ brownie), where you can also join email lists
and see adiscussion forum.

Installing



Brownieis distributed asa standalone executable for Mac OS X and
Windows (using Cygwin) and as source code for other systems. Like r8s PAUP*
for non-Macs, and MrBayes, Brownieis acommand-line program. It currently
requires a minimal but non-zero amount of Unix knowledge on non-Macs (none
isrequired on aMac), which should all be given below*. Browniehasextensive
help within the program. There@ also a user support forum at
http://www.brianomeara.infa/brownie

Installation on a Mac (OS X):

The easest thing to doisuse theinstaller. After downloading the disk
image (.dmg file), double click it to open, and double click the installer. By
default, thiswill put Browniein / usr/ bi n so that Browniewill bein the
executable path.

Brownieisa command line application. If installed properly, it can berun
in any Terminal window by typing br owni e (case sensitive). You can also type
br owni e followed by your file name to automatically load the file. The Macinstall
also includes a Brownieapplication in the Brownie folder, along with example
filesand this manual. Double-clicking on the program icon will prompt the user
to select the input file and automatically start up Brownie (the program is actually
an Applescript that calls the command line br owni e in Terminal®). The program
does not need to bein the same directory asthefile to run; all program outputs
(the echo and log files) are stored in the samefolder asthe input file by default.
Quitting Brownieleaves the Teemina window open, in case the user wantsto
manipulate the filesusing Unix (the user will already bein the appropriate
directory). Otherwise, the user can just quit Teeminal once quitting Brownie

If Browniedoes not start, check the Brownieweb page for help
(http://www.brianomeara.info/brownie) or send me an email.

Installation on Windows:

On Windows, Brownieruns under Cygwin (http://www.cygwin.com), w hich
provides alLinux-like operating environment. First, install Cygwin using the
sdup.exeinstaller available on the above website. Using only the defaults should
work nicely. Now download brownieexeand put it in cygwi n/ usr/ 1 ocal / bin (i.e.,
on your hard driveisafolder called cygwi n, inside thatisafolder called usr, etc.
It@ easiest if you put your datafilesin cygwi n/ home/ User Nane, but they can be
anywhere Byou just have to use the Unix command cd to navigate to them. Now,
just open the Cygwin application. Typel s to make sure your datafileiswhere
you think it should be. If not, either navigate to it using cd or type pwd to find

" There is also an introduction to Unix commands at
http://'www.brianomeara.info/unixcommands.html .

? Note that one version of Apple’s Terminal program has a bug where it will execute the
last command sent to it from Applescript each time Terminal opens. If this last
Applescript happens to be the Brownie application, Terminal will try to run brownie each
time it starts. If this happens to you, delete or modify the Terminal preferences (plist) file,
and then run Apple’s Software Update to update your version of Terminal.



whereyou currently are and then put the datafilein the same folder. Type
br owni e (case sensitive) to start Brownie

Compiling from source:

Download the source code. Brownieiswritten in C++. Note that Brownieis
released under the GNU Public License. It includes a makefile, so you can just
compileit using OmakeQ However, youdl need to first install the GNU Scientific
Library (v. 1.9 or later).

Getting started

Now you have Brownierunning on your computer. Files can be loaded
either when starting the program:

systenpronpt % browni e nydat afi |l e. nex
or after the program hasstarted by typing exe nydatafile. nex . Notethat you
can enclose the file namein single quotesif you want to include a path:

exe O hone/ docunent s/ proj ect 1/ mydat afi | e. nex®

Files should bein the Nexus (Maddison et al, 1997)format. They should
include one or more trees with branch lengths and a continuous dataset. Note
that Brownieonly wants one entry per taxon per character: it does not yet use
some of the other information (number of samples, range, etc.) that is possible
with Nexus-formatted continuous data (though not actually implemented in any
programs, asfar asl know). A samplefileisincluded in the Browniedistribution.
N ote that Browniecan read commandsin its own Brownie block, so you can
create batch files.

Whileit isexecuting afile, Brownieshould provide information about
what it isloading and report any errors. The basic approach to use with Brownie
isto assign taxato groups (using one or more taxsets), choose the tree and
charadter to test, and perform arate test. See below for adescription of all
relevant commands. In most cases, commands that look like PAUP* or MrBayes
commandswork in the sameway. Also, commands take abbreviations: rather
than typing OrelpOfor help, just typing OrOwill suffice. The sameistrue for
many options within commands.



Commands (those mature enough to usein publications)

General syntax isthe command namefirst, followed by options. Optional choices
are in square brackets. Commands can be given interactively on the command
lineor in aBrownieblock in aNexusfile.

taxset <taxset name> = <taxon list> : Used to assign taxa to taxsets.
For example, to test whether two clades have different rates of continuous
trait evolution, ataxset is created for each clade that contains the taxa
present in each clade. The taxsets are used with the ratetest command to
tell Browniehow to split the tree. Note that, for every taxset entered, the
complementary taxset (containing all taxa not in the original taxset) is
automatically created aswell. The name of the complementary taxset is
the original taxset name preceded by NOT.

help : Get alist of all commands. For help on each command, type the command
name followed by a question mark (?).

choose [tree=<integer>] [char=<integer>] . If multiple trees or
characters are loaded, allows one to be selected for use in analysis. The
othersremain stored. N ote that ratetest can also loop across all loaded
trees and/ or all loaded characters.

exe <file name> : Executes a datafile. If thefileis not in the current directory,
include the path to thefilein thefile name, and enclose the path/ namein
single quotes.

log file=<file name> [stop start replace append]_ B : Starts or stops
logging output to afile. Same asPAUP*@Q or MrBayesCcommand.
echo file=<file name> [stop start replace append] : Records

input (commands given to Brownie) to afile. Thisfileisformatted asa
Browniebatch file. It can be handy for repeating analyses or for
remembering what you did.

blocks : Reportson the Nexus blocks currently loaded in the program, including
character states.

showtree : Displays all theloaded trees.

VeV taxset=<taxs et name> : Outputsthe variance-covariance matrix, with
and without the stem (if present), for the current subtree corresponding to
the taxset on the currently chosen tree.

ratetest taxset=<taxset 1> [taxset=<taxset 2> ...] [other

options] : Thisperformsthe censored rate test. You must enter at least
one taxset. If you enter just one, its complement is automatically used as
the second taxset, and the program compares a model where each of the
two subtrees represented by the taxsets hasits own rate parameter to a
model where the rate parameters are constrained to be equal. If two or
more taxsets are entered, only taxa in these taxsets are used. The models
being compared are each subtree (even if there are more than two) having
itsown rate versus all subtrees having the same rate.

Other optionsin ratetest:



[ reps=<integer> ] : Setsthe number of replicatesto use for
parametric bootstrapping. The default is 1000.Increasing
thiswill improve the precision of the parametric
bootstrapping p-value but will take longer to finish.
Setting it equal to zero will not do parametric
bootstrapping.

[ treeloop=<yes|no> ] : If yes, performstherate test for the
all treesin memory. Otherwise, only the currently chosen
treeisused. Resultsfor each tree and a summary of test
resultswill be presented. If charloop=no, average results
across all trees (weighted by the tree weight) will also be
output.

[charloop=<yes|no>] . If yes, performsthe rate test for all
the charactersin memory. Results for each tree and a
summary of test results will be presented.

[file=<file name>] . If specified, resultswill be saved in a
tab-delimited text file. Thisis especially handy if looping
aaoss characters and/ or trees.

[quiet=<yes|no>]: If yes, suppresses normal output and
just outputs the summary table. Probably most useful if
you@e already saving to afile.

quit : Quits.

Problems/suggestions

First, read the manual. Then see the user support forum at
http://www.brianomeara.infa/brownie You may also email me at
bcomeara@ucdavis.edu. If the example fileswork but not your data file, sending me
the datafilewill be helpful in troubleshooting.
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